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Overview: 

The state of the art in video codecs is advancing rapidly. This guide provides a qualitative overview of the 
key differences between VP9 and HEVC (H.265). Though many factors can influence the selection of a video 
codec, such as cost, implementation ease, and playback ecosystem support, the capabilities of any codec 
under consideration to deliver high quality video at low bitrates should not be ignored. In this paper, we find 
VP9 to be a capable next generation codec, and HEVC to be further evolved, providing a more robust tool 
set. 
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Video encoding engineers and anyone looking for a technical overview of VP9 vs. HEVC.
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Why evaluate different 
encoding technologies?
Developing video coding approaches and standards 
has	been	an	ongoing	effort	and	new	tools	are	
constantly developed to increase video quality by 
offering	video in	higher	resolutions	(Ultra	HD),	higher	
dynamic	range	(HDR),	richer	colors	(WCG),	and	in	
a broad range of applications such as 360-degree 
video and VR. Vendors are challenged to do all of 
this	and	more,	while	still	achieving	practical	bitrates	
for transmission with computational complexity (and 
parallelization) appropriate for the diverse ecosystem of 
constantly evolving servers and viewer devices.

There are three main categories of video codecs: 

The	first	are	standards	developed	by	standardization	
bodies such as MPEG (ex: MPEG-1 and MPEG-2) and 
ITU	(ex:	H.261	and	H.263).	These	also	include	the	more	
advanced and widely accepted standards, H.264/AVC 
and	H.265/HEVC,	created	when	ITU	and	ISO	experts	
joined forces. 

The second category are proprietary codecs 
developed by individual companies and research 
groups. While these may include cutting-edge features	
or	ideas,	the	lack	of	interoperability	with	other	solutions 
makes wide adoption of these codecs almost 
impossible,	and	usage	is	usually	limited	to	end-to-end	
“walled garden” applications.

The	third	category	is	open-source	codecs,	which	do	not	
go	through	official	standardization,	but	by	releasing	the	
source code essentially create de facto standards. This 
category	includes	codecs	such	as	Theora,	Dirac,	Daala,	
VP8,	VP9,	and	the	emerging	AV1.

When	evaluating	codec	technologies	and	capabilities,	it 
is important to make a clear distinction between 
the	toolsets	specified	in	the	codec	description	and	
implementations of the codec. For codecs developed 
by	standards	bodies,	there	is	typically	a	“reference	
code” implementation which supports the full feature 
set,	but	isn’t	at	all	optimized	for	performance.	Initial	
software implementations of standards usually support	
only	a	limited	subset	of	the	tools	defined	by	the	
standard,	but	are	optimized	for	performance.	On	the	
other	hand,	software-based	codecs	that	are	

developed	and	then	open	sourced,	typically	include	
a more complete feature set when the open source is 
released.	It’s	important	to	keep	in	mind	that	comparison	
results are highly dependent on the selection of 
content,	encoding	parameters,	and	hardware	used	for	
evaluation. 

There is no agreed and reliable way to compare 
the	quality	of	the	obtained	video	streams,	
making	it	misleading	to	compare	different	codec	
technologies	based	on	the	results	from	specific	codec	
implementations	and	tests.	To	obtain	a	clearer	picture,	
we’ll	analyze	the	features	and	toolsets	of	VP9,	and	
compare its strengths and weaknesses with the AVC 
and HEVC codec standards.

What is VP9?
Like	most	of	the	video	coding	technologies	in	use,	
VP9 uses a block-based hybrid video coding scheme. 
The encoding process for each picture consists 
of	partitioning	it	into	blocks,	using	intra	and	inter	
prediction	from	previously	coded	pixels,	residual	
transform	and	quantization,	followed	by	entropy	
coding.

The	initial	specification	for	VP9	was	finalized	in	June	
2013,	and	in	August	2015	support	for	HDR	was	added.	
As	in	many	codecs,	there	are	a	number	of	profiles	
in	VP9,	each	of	which	supports	different	toolsets	or	
features:

		Standard	VP9,	profile	0,	supports	8-bit	color	@	
4:2:0
		Profile	1	also	supports	4:2:2	/	4:4:4	and	an	optional	
Alpha channel
		Profile	2	supports	10-	and	12-bit	color	@	4:2:0
		Profile	3	also	supports	4:2:2	/	4:4:4	and	an	optional	
Alpha channel

Early	development	efforts	for	VP10,	the	next	version	
after	VP9,	are	being	integrated	into	the	emerging	
codec called AV1 developed by the Alliance of Open 
Media. An initial version of the codec with the main 
features and tools is expected to be available at the 
end of 2017.
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Comparing VP9 with AVC 
(H.264) & HEVC (H.265) 
In	this	section,	we	will	review	the	main	features	of	VP9,	
comparing them to equivalent features in the AVC 
(H.264) and HEVC (H.265) codecs. The features will be 
split into the following groups for comparison:

  Partitioning approaches and block sizes
  Intra prediction
  Inter prediction
  Transform types and sizes
		In	loop	filters
  Features related to Variable Length Coding (VLC)
		Additional	general	features	such	as	supported	file	
formats

Partitioning Approaches by 
Frames and Blocks

Tiles

Tiles correspond to an area in the frame consisting of 
multiple	blocks,	and	are	supported	by	both	HEVC	and	
VP9,	but	with	significant	differences.

In	HEVC,	tile	sizes	can	be	adapted	to	obtain	a	better	
workload	balancing,	for	example,	according	to	the	
complexity	of	different	parts	of	the	frame.	In	VP9,	tiling 
is uniform with a predetermined number of tiles 
according to resolution.

In	addition,	in	HEVC	all	tiles	are	decoded	
simultaneously,	and	even	deblocking	can	be	optionally	
switched	off	across	tile	boundaries.	In	VP9,	the	
horizontal prediction across tile boundaries is not 
broken,	so	only	tiles	in	the	same	row	can	be	
processed	simultaneously.	Thus,	HEVC	tiles	are	better	
suited	for	parallelization and error resilience.

Slices

Slices relate to a part of the frame that is represented 
by a bitstream chunk. VP9 does not support slices at 
all,	while	HEVC	and	AVC	do.	The	advantages	of	using	
slices include:

  MTU length matching for network packetization: 
The	length	of	an	encoded	tile	rarely	fits	into	a	
predefined	MTU	size,	while	the	slice	size	can	be	
easily	adapted	to	the	MTU	length.
         Error resilience: Fast resynchronization in case 
of bitstream errors or packet loss.
  Parallel processing (for both encoding and 

decoding): Slices are self-contained other than 
deblocking	across	slice	boundaries,	which	is	
mandatory in AVC, but optional in HEVC.
      Low delay: In order to start transmission of the 
encoded	data	earlier,	a	current	slice	may	be	
already transmitted while encoding the next slice.

In	summary,	support	for	slices	gives	HEVC	better	
network	packetization,	error	resilience,	parallel	
processing	capabilities	in	encoding	and	decoding,	and	
support for low delay applications.

Superblock size

A	superblock	is	the	basic	block,	or	coding	unit,	in	
VP9,	which	is	then	further	partitioned	into	prediction,	
transform,	and	coding	blocks.	In	HEVC,	the	size	of	a	
CTU	(the	equivalent	of	a	superblock)	can	be	64x64,	
32x32,	or	even	16x16	for	low	resolutions,	while	in	
VP9	the	superblock	size	is	fixed	to	64x64.	For	low	
resolutions,	this	will	result	in	less	efficient	encoding	
when using VP9.

Quadtree partitioning

The	concept	of	macroblocks,	used	in	older	video	
codecs and evolved in AVC to support various 
partitioning	modes	of	the	MB,	has	been	expanded	
to the quadtree used in both HEVC and VP9. An 
illustration	of	partitioning	in	an	HEVC	CTU,	taken	from	
[5],	is	shown	below.
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The	methodologies	in	VP9	and	HEVC	are	similar,	the	
only	real	difference	is	that	in	HEVC	a	transform	block	
may	contain	several	inter	prediction	blocks,	while	in	
VP9,	the	transform	block	is	always	smaller	or	equal	to	a	
prediction block.

Segmentation

This	feature	is	supported	only	by	VP9,	and	allows	
engineers to divide the superblocks in the frame into 
up to 8 segments in a custom order. The number and 
types of segments are transmitted in the frame header 
(explicitly or temporally predicted). In segmentation 
mode,	each	block	belongs	to	a	specific	segment,	where	
segments share one of the following parameters:

  Quantizer value
  Loop	filter	strength
  Prediction reference frame
  Block skip mode (zero motion vector with no 
residual)

This	feature	gives	VP9	a	potential	coding	efficiency	
advantage over HEVC for some content types.

Intra Prediction Features
AVC,	HEVC	and	VP9	all	use	intra	prediction	to	remove	
spatial	redundancy	within	video	frames,	but	the	

supported	features	differ	somewhat	between	the	
codecs as detailed below.

Intra prediction modes

Intra	prediction	was	first	introduced	in	AVC.	AVC	
supports 9 intra prediction modes for 4x4 and 8x8 
blocks,	and	4	modes	for	16x16	blocks.	HEVC	supports	
35	modes,	of	which	33	are	angular	predictions	for	
both	luma	and	chroma,	and	two	are	non-directional	
predictions – DC and planar. VP9 only supports 10 
intra modes,	of	which	8	are	angular	prediction	and	two	
non-directional modes: DC (similar to that in HEVC) and 
TrueMotion.

HEVC	has	a	clear	advantage	in	exploitation	of	different	
directions	of	spatial	redundancy	when compared to	
VP9.	Moreover,	the	planar	mode	of	HEVC	is	much 
more	effective	than	the	corresponding	TrueMotion	
mode	of	VP9.	However,	this	does come with a possible 
complexity penalty in HEVC for mode selection.

Below-left intra predictors

HEVC allows for the use of below-left neighboring 
samples for intra	prediction,	as	illustrated	below,	while	
VP9	does	not support this feature. This can help 
increase coding efficiency	particularly	when	using	
varying	prediction	block sizes (4x8 -> 64x64).

Filtering neighboring samples

In	HEVC,	an	adaptive	smoothing	filter	is	applied	on	
neighboring samples of an intra-prediction block 
(except	for	4x4	blocks).	The	filter	is	applied	according	
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to the intra prediction direction and block size. This 
filter	is	not	present	in	VP9,	which	may	cause	blockiness	
or	false	edge	artifacts,	particularly	in	the	cases	of	large	
intra blocks. These in turn would cause degradation 
in	coding	efficiency	due	to	artifacts	in	the	reference	
data,	and	visible	quality	degradation	if	they	are	passed	
through to the reconstructed pixels.

The	adaptive	smoothing	filter	present	in	HEVC	gives	it	
an	advantage	in	coding	efficiency	and	quality	with a 
small complexity penalty.

Inter Prediction Features
All block-based hybrid codecs use inter prediction to 
remove temporal redundancy between video frames. 
AVC	was	the	first	codec	to	offer	multiple	and	flexible	
motion	partitioning	and	prediction	modes,	and	these	
were taken a step further in both HEVC and VP9. The 
following	section	highlights	the	differences	in	inter	
prediction features between these two codecs .

Asymmetric inter partition 

In VP9 block partitioning for motion prediction has 4 
modes:	none,	horizontal,	vertical	and	split:

HEVC	supports	these	modes,	as	well	as	four	
asymmetric partitions (for blocks greater than 8x8):

The usefulness of these asymmetric partitions are 
demonstrated in the illustration below.

These additional modes give HEVC a clear advantage 
in	coding	efficiency	over	VP9,	though	partition	
selection can incur a higher computational complexity.

Regarding	minimal	motion	block	size,	VP9	supports	a	
prediction	block	size	of	4x4,	while	in	HEVC	the	minimal	
prediction	granularity	is	4x8	and	8x4,	However,	for	
high-resolution video the 4x4 prediction blocks are 
quite	rare,	so	this	is	not	a	significant	drawback.

Weighted prediction

In	AVC	and	HEVC	weighted	prediction	is	supported,	
which means that motion prediction data can be a 
scaled version of the actual reference pixels. VP9 does 
not support the weighted prediction feature. 
Weighted	prediction	is	especially	effective	in	case	of	
fades	and	in	compensation	of	local	brightness	changes,	
resulting	in	lower	coding	efficiency	for	VP9	in	such	
cases.

Bi-prediction

Bi-prediction means that two references are used 
simultaneously	to	create	motion	predictions,	and	this	
feature is supported both in AVC and HEVC. VP9 
doesn’t	support	this	feature	(possibly	due	to	IP	issues),	
and instead supports a workaround called “compound 
prediction”.	In	this	method,	a	first	predicted	frame	is	
a	hidden,	non	displayable	frame	created	using	bi-
directional	prediction,	and	another	frame	which	is	
essentially	a	skipped	frame	“copies”	the	first	frame.	The	
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two	frames	together	constitute	a	‘superframe’.	This	still	
adds	some	overhead,	giving	HEVC	an	advantage	in	
coding	efficiency	over	VP9	when	this	mode	is	used.

Number of references 

AVC and HEVC support up to 16 reference frames in 
general,	and	up	to	4	reference	frames	in	the	higher	
levels. Multiple references enable better prediction in 
case	of	periodic	movement,	or	in	cases	of	data	eclipse	
in some frames. It is common to use up to 4 reference 
frames,	and	even	less	for	low	delay	applications.	
VP9	supports	up	to	3	active	reference	frames,	and	5	
reference	frames	in	a	pool.	Therefore,	VP9	decoders	
must store 8 reference frames at all times. This means 
that	for	high	resolutions,	VP9	has	a	severe	memory	
consumption penalty compared to HEVC.

Sub-pel interpolation 

Sub-pel motion vectors enable more accurate motion 
prediction,	thus	improving	coding	efficiency.	In	AVC	
the	sub-pel	precision	is	¼	pixel	for	luma	and	⅛	pixel	
for	chroma,	and	filtering	is	applied	in	two	stages	-	
horizontal	filtering	followed	by	vertical	filtering.

In HEVC the sub-pel precision is the same as in 
AVC,	since	most	research	in	this	field	doesn’t	show	
measurable	gain	in	coding	efficiency	with	higher	
precision	vectors.	The	interpolation	filters	for	both	
luma	and	chroma	are	fixed	(non-adaptive).	For	luma,	an	
8-tap	filter	is	applied	in	a	manner	that	guarantees	the 
dynamic	range	does	not	exceed	16-bits.	For	chroma, 
a	4-tap	filter	is	used.	Another	important	feature	of	the 
HEVC sub-pel interpolation is that ¼ pel interpolation 
is	done	based	on	the	½	pel	result,	which	enables	more 
efficient	hardware	implementations.

In	VP9	sub-pel	precision	is	⅛	pixel	for	luma	and	1/16		for	
chroma.	Three	different	8-tap	filters	can	be	adaptively	
chosen	either	at	the	frame-level,	meaning	that	the	
selected	filter	is	applied	to	all	inter	blocks,	or	at	the	
block-level,	meaning	that	the	filter	mode	is	selected	
separately	for	each	inter	block.	The	same	filter	is	
applied to luma and chroma. 

The	filters	are:

  Normal
  Smooth: Lightly smoothes or blurs the prediction 
block

  Sharp: Lightly sharpens the prediction block

The added complexity of the increased sub-pel 
resolution in VP9 motion prediction results in negligible 
coding	efficiency	improvement.		However,	the	real	
advantage of VP9 in this feature is the support of 
adaptive	filters,	at	the	price	of	slightly	increasing	
complexity.

Motion vector prediction 

For	low	bitrates,	the	amount	of	bits	spent	on	motion	
data can be similar to the amount of bits spent on 
residual	data,	making	effective	MV	encoding	an	
important	feature	for	coding	efficiency.

AVC	uses	median	Motion	Vector	prediction,	using	
the surrounding causal Motion Vectors. Both HEVC 
and VP9  use a competitive motion vector prediction 
approach,	i.e.	several	candidates	compete	for	selection	
as the best candidate. 

HEVC supports two motion prediction modes:

  Merge mode: Motion data is completely inferred 
(similar	to	AVC’s	direct/skip	mode)
   Advanced Motion Vector Prediction (AMVP): 
Only Motion	Vector	predictors	are	inferred,	and	
the	delta to prediction is signaled

The set of candidates in both modes can include a 
temporal	candidate	(or	co-located	candidate),		which	
improves	both	coding	efficiency	and	error	resilience.

In	addition,	HEVC	has	a	“parallel	merge”	mode	which	
enables parallel derivation of the merging candidate 
lists	for	all	blocks	in	a	CTU	(superblock)	by	referencing	
the	motion	data	of	the	CTU’s	neighbors.

In	VP9,	two	candidates	of	Motion	Vector	predictors	
are taken from up to 8 nearby casual Motion Vectors 
(including temporal Motion Vectors). Note that the 
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candidates	use	the	same	reference	picture,	followed	by	
a	temporal	predictor.	If	this	search	process	does	not	fill	
the	two-entry	list,	the	surrounding	blocks	are	searched	
again,	but	this	time	the	reference	doesn’t	have	to	
match.	Finally,	if	the	prediction	list	is	still	not	filled,	then	
0,0	vectors	are	inferred.

For	each	inter	block,	four	Motion	Vector	prediction	
modes are available in VP9:

  New MV:	Uses	the	first	predictor	(or	the	first	entry	
in	the	list)	of	this	prediction	list,	and	adds	a	delta	
MV which is transmitted in the bitstream
  Nearest MV:	Uses	the	first	predictor	intact,	with	no	
delta
  Near MV:	Uses	the	second	predictor	with	no	delta
  Zero MV: Uses	0,0	as	the	MV	value

In	HEVC	AVMP	mode	and	in	VP9,	the	number	of	Motion	
Vector	candidates	is	2.	However,	in	HEVC	“parallel	
merge” mode the number of candidates is up to 5 
(chosen	optionally).	Moreover,	candidates	from	different	
references	are	also	considered.	On	the	other	hand,	
VP9 has the special “Zero MV” mode which is relevant 
for	background	coding.	Therefore,	overall	it	seems	that	
HEVC and VP9 are comparable in motion data coding 
efficiency.	

Transform Features 
In this section we compare features which are relevant 
to the residual transform and quantization.

Custom quantization matrix

In AVC/HEVC there is a custom quantization matrix 
mode,	where	each	discrete	cosine	transform	(DCT)	
coefficient	is	quantized	with	its	own	quantizer	value,	
whereas VP9 only supports the possibility to specify 
different	quantization	steps	for	DC	and	AC.	This	is	a	
major	drawback	for	VP9,	as	it	is	well	known	that	the	
human visual system is less sensitive to distortion 
of high-frequency components than to distortion of 
low-frequency	components,	which	makes	the	coarser	
quantization	of	higher	frequency	coefficients	an	
important feature.

Transform sizes

Both HEVC and VP9 support the same transform 
sizes,	but	HEVC	has	flexibility	in	selecting	the	maximal	
transform	size,	to	reduce	decoding	complexity.	
Furthermore,	only	HEVC	supports	using	a	transform	
size which is larger than the prediction block size. 
Therefore,	for	an	inter	CU,	a	single	transform	block	
may	contains	several	inter	prediction	blocks,	which	
according to research can help reduce discontinuities 
between blocks. So we can conclude that HEVC has 
more advanced transform size support than VP9.    

Discrete cosine transform and discrete sine 
transform

Discrete cosine transform (DCT) is commonly used as a	
tool	for	efficient	encoding	of	pixel	or	residual	blocks.	
However,	in	the	case	of	intra	prediction,	which	is	based	
on	the	top	and	left	neighbors,	prediction	accuracy	
tends to be higher for the pixels located near the top 
left neighbors than for those further away. The 
Discrete Sine Transform (DST) basis functions start with 
low values	which	increase	along	the	block,	as	opposed	
to	DCT which starts at high values which decrease 
along the	block,	and	is	therefore	better	suited	for	
encoding	intra prediction residuals. 

HEVC	 supports	 DST	 only	 for	 4x4	 intra	 blocks,	 which	
were	 found	 to	 be	 the	most	 important	 in	 this	 respect,	
while VP9 supports more modes of Asymmetric DST:

  Vertical intra prediction residuals use ADST 
vertically and DCT horizontally

  Horizontal intra prediction residuals use ADST 
horizontally and DCT vertically

  True Motion and the down-right diagonal 
directional intra residuals use ADST in both 
directions
  All	the	residuals	of	inter	modes,	DC	and	down-left	
diagonal intra modes use DCT in both directions

The more comprehensive DST support in VP9 can 
provide	a	benefit	in	coding	efficiency	compared	to	
HEVC. 
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Transform Skip

The Transform Skip mode is tailored for animation and 
computer	generated	graphics,	and	is	available	only	in	
HEVC.	As	described	in	[1],	this	feature	achieves	BD-rate	
gains in the range of 2.4% to 29.7% 
for desktop content. This means that the Transform 
Skip	feature	in	HEVC	offers	a	significant	boost	for	
coding	efficiency	for	relevant	content	types	compared	
to	VP9,	at	the	cost	of	slightly	increased	complexity.

VLC Features

Probability models adaptation

Context adaptive entropy coding is used in all three 
codecs,	where	the	probability	models	are	updated	
according	to	the	content	to	improve	coding	efficiency.

In	AVC	and	HEVC,	the	probability	models	are	updated	
within	each	slice,	but	at	the	start	of	each	picture,	slice	
and	the	tile	models	are	reset.	Therefore,	each	slice	and	
tile	is	self-contained	for	entropy	decode	purposes,	and	
can be processed in parallel by the arithmetic coding 
machine. 

VP9 takes advantage of entropic redundancy between 
frames,	but	probability	models	are	not	updated	within	
a frame. In VP9 there are three modes of initializing the 
probability models at the start of each frame:

1.  Use	global	models	-	applied	in	the	case	of	parallel
decoding and error resilience

2.  Explicitly transmit new probability models in the
frame header - useful if an encoder can assess
probabilities in advance

3.  Automatically adjust the probabilities at the end
of the frame to match the observed frequencies
(this mode can be problematic at scene changes)

Maintaining information from one frame to the next is 
an	advantage	for	VP9	vs.	HEVC,	but	fixed	probabilities	
within a frame is a disadvantage of VP9. The latter 
feature	can	be	a	major	limitation	of	VP9,	since	it	means	
that for a random access point (key frame) a default 
context must be chosen and used throughout the 

frame. This can cause the actual probabilities of very 
large	frames	to	differ	substantially	from	the	default,	
in turn causing large bitrate peaks for key frames. 
Furthermore,	VP9	can’t	reset	probability	models	at	
start	of	a	tile,	therefore	full	parallelization	between	tiles	
cannot be obtained. 

To	summarize,	the	probability	adaptations	in	both	VP9	
and	HEVC	have	pros	and	cons,	but	VP9	is	less	suited	
for	parallel	processing,	and	its	context	adaptation	is	
somewhat inferior.

Precision of the arithmetic machine

In	HEVC	the	arithmetic	coder	precision	is	10	bit,	while	
in	VP9	the	precision	is	only	8	bit.	However,	on	a	
general purpose processor this is not expected to have 
significant	impact	on	coding	efficiency	or	on	complexity.

In-loop Filtering
In-loop	filtering	is	used	to	reduce	artifacts	in	the	
reconstructed	frames,	both	for	the	purpose	of	
improving visual quality and to create better references 
for predictions.

Deblocking

In	VP9	there	are	four	deblocking	filters	modifying	up	
to 14 pixels (7 pixels on either side of the boundary). In 
HEVC	there	are	only	two	filtering	modes	-	weak	and	
strong,	and	deblocking	modifies	up	to	4	pixels	(2	on	
either	side).	Moreover,	in	HEVC	the	granularity	is	an	8x8	
or	higher	grid	(even	if	4x4	transforms	are	used),	while	
in VP9 the deblocking granularity is 4x4 and higher. 
Therefore,	the	VP9	deblocking	filter	is	more	effective,	
but also has higher computational complexity. 

Sample adaptive offset (SAO)

SAO,	which	is	featured	only	in	HEVC,	is	a	filter	tailored	
to	reduce	ringing	and	mosquitos	artifacts,	which	is	
particularly noticeable when using large transforms. 
This	filter	gives	HEVC	an	advantage	over	VP9	in	terms	
of	coding	efficiency	and	obtained	perceptual	quality,	
particularly	at	low	bitrates,	at	the	price	of	a	small	
increase in complexity.
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General Features 

Start codes 

There are no start codes in VP9 other than at the start 
of a key-frame with no emulation protection. The anti-
emulation bytes add negligible complexity to decoding. 
However,	the	lack	of	start	codes	in	VP9	makes	it	

inferior to HEVC in terms of resynchronization: VP9 can 
only	be	decoded	sequentially	frame-by-frame,	and	is	
less error resilient. 

Containers

The VP9 elementary stream can be wrapped 
with	a	WebM	container	(subset	of	MKV),	or	an	IVF	

Feature Comparison Summary
AVCHEVCVP9

16x16	MacroBlocks	(MBs),
Each MB can be further 

partitioned for prediction & 
transform

Quad-tree structure Coding 
Tree	Unit	of	16x16	-64x64	

 Coding unit (to 8x8)
  Prediction units 
(+asymmetric)
  Transform units 
(may be larger than 
prediction unit)

Quad-tree structure with 64x64  
super-block

 Coding unit (to 8x8)
 Prediction units
 Transform units

Blocks

Slices - consecutive MBs or 
FMO (not in use)

Rectangular Tiles and Slices
Dependant (!) Slices and 

Segments

Sub-
frame 
units

SPS / PPSVPS / SPS / PPSFrame headers only - interleaved
Frame 
headers

Up	to	933 + 28 directional +2

# of 
INTRA 
prediction 
modes

¼	pel	MV,	weighted	prediction	
and direct modes

¼	pel	MV,	weighted	prediction	
and direct modes

Up	to	⅛	pel	Motion	Vector
Inter 
prediction

Up	to	16	
(up to 4 for high resolution)

Up	to	16	
(up to 4 for high resolution)

Up	to	3	active,	Always	8 stored
Reference 
frames

INTRA	(I),	INTER	(P)	and	
Bidirectional (B)

INTRA	(I),	INTER	(P)	and	
Bidirectional (B)

INTRA,	INTER	&	Hidden
Frame 
types

  Integer DCT
  4x4 & 8x8

  DCT and limited DST 
support
		Up	to	32x32

  DCT and ADST
		Up	to	32x32

Transform

Adapted at MB levelAdapted at the CY level
Fixed	at	frame	level	but	can	differ	
per segment

Quant

CABAC & CAVLC
Context Adaptive Binary 
Arithmetic Coding (CABAC) 

Adaptive Arithmetic coding- 
adapted at frame level

Entropy 
coding 
(VLC)
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container,	while	HEVC	and	AVC	elementary	streams	
are supported in many container formats such as 
MP4,	MOV,	MPEG-2	TS	and	MKV.	Recently	the	MPEG	
committee	has	added	some	support	for	VP9,	but	the	
tools are not yet mature.

Reference frame scaling

In VP9 each new inter frame can be coded using a 
different	resolution	than	the	previous	frame.	Therefore,	
to	enable	inter	prediction,	the	reference	data	is	scaled	
up	or	down	accordingly.	The	scaling	filters	are	8-tap,	
16th pel accurate. Note that the amount of up/down 
scaling is limited to no more than 16x larger and no less 
than 2x smaller. The motivation behind this feature is 
to	enable	seamless	on-the-fly	bitrate	adjustment	by	
resolution change. HEVC does not have an equivalent 
feature.

Hypothetical reference decoder (HRD)

VP9	currently	doesn’t	support	HRD,	which	is	crucial	for	
many applications. The HRD features restricts bitrate 
fluctuations,	and	enables	smooth	decoding	without	
buffer	overflows	or	underflows.

Summary and Conclusions
When comparing the strengths and weaknesses of the 
VP9 toolset to that of HEVC, it is clear that HEVC is 
superior beginning with how it handles tiles and slices, 
providing quality and performance advantages. VP9 
does offer a slight edge with its VLC player features 
and in-loop filtering, but when a full ranking of the 
strengths of VP9 compared to HEVC is performed, the 
evaluator quickly concludes that HEVC is a much more 
mature and evolved codec.:
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